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Abstract—This paper introduces two kinds of decision tree ensembles for imbalanced classification problems, extensively
utilizing properties of α-divergence. First, a novel splitting criterion based on α-divergence is shown to generalize several wellknown splitting criteria such as those used in C4.5 and CART. When the α-divergence splitting criterion is applied to imbalanced
data, one can obtain decision trees that tend to be less correlated (α-diversification) by varying the value of α. This increased
diversity in an ensemble of such trees improves AUROC values across a range of minority class priors. The second ensemble
uses the same alpha trees as base classifiers, but uses a lift-aware stopping criterion during tree growth. The resultant ensemble
produces a set of interpretable rules that provide higher lift values for a given coverage, a property that is much desirable
in applications such as direct marketing. Experimental results across many class-imbalanced datasets, including BRFSS, and
MIMIC datasets from the medical community and several sets from UCI and KEEL, are provided to highlight the effectiveness of
the proposed ensembles over a wide range of data distributions and of class imbalance.
Index Terms—Data mining, Decision trees, Imbalanced datasets, lift, ensemble classification.
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I NTRODUCTION

I

MBALANCED class distributions are frequently encountered in real-world classification problems,
arising from fraud detection, risk management, text
classification, medical diagnosis, and many other domains. Such imbalanced class datasets differ from
balanced class datasets not only in the skewness of
class distributions, but also in the increased importance of the minority class. Despite their frequent
occurrence and huge impact in day-to-day applications, the imbalance issue is not properly addressed
by many standard machine-learning algorithms, since
they assume either balanced class distributions or
equal misclassification costs [1].
Various approaches have been proposed to deal
with imbalanced classes in order to cope with these
issues, including over/undersampling [2], [3], SMOTE
(Synthetic Minority Oversampling TEchnique), costsensitive [4], modified kernel-based, and active learning methods [5], [6]. Although these methods do
somewhat alleviate the problem, they are often based
on heuristics rather than on clear guidance. For
instance, in the oversampling technique, the optimal oversampling ratio varies largely across datasets,
and is usually determined through multiple crossvalidations or other heuristics.
Recent findings suggest that the class imbalance
problem should be approached from multiple angles
as well as using different evaluation metrics [7], [8],
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[9], [10]. These findings show that the degree of
imbalance is not the only factor hindering the learning
process. Rather, the difficulties reside with various
other factors such as overlapping classes, lack of
representative data, and small disjuncts. Even worse,
the effect of such factors becomes amplified when the
distribution of classes is highly imbalanced [1].
Chawla et al. [11] show that classical evaluation
metrics such as misclassification rates and accuracy
turn out to be inappropriate measures for the class
imbalance problem, as such metrics are easily driven
by the majority class. The authors alternatively suggest that an Area Under the Receiver Operating Characteristic curve (AUROC) and a Lift chart tend to
convey more meaningful performance metrics for the
class imbalance problem, and these evaluation metrics
are becoming widely adopted and tested in recent
years. Therefore, to cater a general framework for
the problem, we aim to simultaneously handle both
multiple objectives and evaluation metrics.
In this paper, we seek to achieve both an interpretable classification output and outstanding performance in (1) AUROC and (2) Lift chart regimes,
through a novel “α-diversification” technique. First,
we propose a novel splitting criterion parameterized by a scalar α. When applied to imbalanced
data, different values of α induce different splitting
variables in a decision tree (α-diversification), resulting in diverse base classifiers in the ensemble.
Our α-diversification technique can be easily combined with other data preprocessing technique such as
under/over-baggings. In Ensemble of α-Trees (EAT)
framework, we show that these new approaches result
in ensembles that are reasonably simple, yet accurate,
over a range of class imbalances. Second, we modify
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and improve (i) traditional stopping rules of decision
trees, and adopt (ii) rule ensemble techniques [12],
in order to directly optimize the lift objective, and
provide a wider coverage for a fixed lift value. Although lift is typically not considered in the machine
learning community, it is a prevalent evaluation metric in commercial applications involving class imbalance problems, for example in direct marketing [13].
When combined with our α-diversification technique,
Lift-boosting Ensemble of α-Trees (LEAT) framework
provides nearly the optimal achievable lift-coverage
pairs for imbalanced data.
The rest of the paper is organized as follows:
We begin by reviewing previous approaches dealing with imbalanced classification problems, highlighting those algorithms applicable to decision tree
ensembles. In Section 3, we introduce the definition
of α-divergence and its basic properties, and then
we propose a new decision tree algorithm using αdivergence, and analyze its properties on imbalanced
data, “α-diversification” in Section 4. Using this αdiversification technique, we design our first ensemble framework using the traditional additive technique (EAT), and the second ensemble framework using logical disjunction technique (LEAT) in Section 5
and 6. In Section 7, we validate our findings using
20 imbalanced datasets from UCI, KEEL, BRFSS, and
MIMIC datasets, comparing our ensembles with the
state of the art ensemble techniques for imbalanced
classification problems. Finally, we summarize our
contribution, and discuss the possible constraints of
our framework and future work in Section 8.

2

R ELATED W ORK

Imbalanced classification problems have become one
of the challenges in data mining community, and have
been widely studied in recent years, due to their complexities and huge impacts in real-world applications
[1]. Although it is almost impossible to list all the explosive number of research dealing with class imbalance so far, Galar et al. has showed that data mining
algorithms for imbalanced data can be categorized
into three groups: (i) data-level, (ii) algorithm-level,
and (iii) cost-sensitive methods [14]. In this section, we
start by addressing these three techniques, specifically
focusing on the techniques applicable to decision tree
algorithms. Then, we illustrate ensemble methods that
specialize in learning imbalanced datasets.
Data-level: Over-sampling, under-sampling approaches, and SMOTE, a variant form of oversampling methods, are among the popular approaches when tackling the imbalanced learning problem at the data level [15], [16], [17]. In random oversampling, the minority class data points are randomly
replicated using the existing minority class members.
SMOTE [18] is an alternative oversampling method
that attempts to add information to the training set by
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creating synthetic minority data points, whereas random sampling approaches do not add additional information to the training data. On the other hand, random undersampling decreases the number of majority
class data points by randomly eliminating majority
class data points currently in the training set [19].
Although this technique removes potentially useful
information from the training set, it is recently shown
that decision trees perform better with undersampling
than with oversampling [20], when applied to classimbalance problems.
Accordingly, these three sampling approaches create an artificial dataset that has a different class distribution from the original dataset. In theory, as the
number of the minority class examples is relatively
amplified, traditional machine learning algorithms
and evaluation metrics can be applied without further modification. However, future data points or test
points are typically sampled from the original distribution, which causes discrepancy between learning
and testing unless the algorithms are adjusted for the
original distribution [21, Chapter 1.7].
Algorithm-level: When decision trees are used as
the base classifiers, the splitting criterion used largely
determines the overall characteristics and performance with respect to data imbalance. Researchers
suggested many types of splitting criteria; for example, Breiman [22] investigated and summarized
various splitting criteria - Gini impurity, Shannon
entropy and twoing in detail. Later, Dietterich et
al. [23] showed that the performance of a tree can
be influenced by its splitting criteria and proposed
a criterion named after its authors DKM (Dietterich,
Kearns, and Mansour), which results in lower error
bounds based on the Weak Hypothesis Assumption.
The DKM splitting criterion has its root in computational learning theory, and is a valuable byproduct while understanding C4.5 in the AdaBoost
framework [24]. Drummond et al. [25] and Flach [26]
subsequently found that the DKM splitting criterion
is actually class imbalance-resistant, and the finding is
supported by many imbalanced dataset experiments.
Although not directly related to imbalanced data,
as a similar approach to our work, Karakos et al. [27]
proposed Jensen-Rényi divergence parameterized by
a scalar α as a splitting criterion in document classification tasks. Jensen-Rényi divergence is another
generalization of Shannon Entropy, but has a different
structure from the α-divergence introduced in this
paper. Moreover, their algorithm is based on a single
classifier, and the determination of the “best” α was
based on heuristics. We will discuss the DKM splitting
criterion in Section 3.1, in order to show that it is a
special cases of our generalized splitting criterion.
Cost-sensitive learning: Imbalanced learning problems can alternatively be approached by adopting cost-sensitive learning methods [28], [29]. Costsensitive methods put more weights on the minority
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class examples than the majority class examples during training and validation phases. These methods are
effective when the data has explicit costs associated
with its classes; however, the cost definition is usually
task-specific.
In regards to decision trees, cost-sensitive methods
have been applied to either (i) decision thresholds or
(ii) cost-sensitive pruning schemes. In the first costsensitive scheme, a decision threshold is adjusted to
reduce the expected cost given the predefined cost
definition [30], [31]. However, this threshold adjustment provides the optimal solution only in the cost
evaluation regime, as the resultant AUROC remains
the same. In the latter case, a pruning formula in
decision trees incorporates the predefined costs rather
than classification error rates; nevertheless, in the
presence of imbalanced data, pruning procedures tend
to remove leaves describing the minority concept [7].
Even though cost-sensitive methods have shown empirically improved results against unmodified algorithms, their performance depends on heuristics that
need to be tuned to the degree of imbalance and
characteristics of data.
Ensemble methods generally outperform single
classifiers in class imbalance problems [32], and decision trees are popular choices for the base classifiers
in an ensemble [33]. In recent years, the Random
Forest has been modified to incorporate (i) sampling
techniques (Balanced Random Forest) and (ii) cost
matrices (Weighted Random Forest) to handle classimbalance [34]. Both Random Forests methods show
superior performance over other imbalance-resistant
classifiers for many imbalanced datasets. The performance of Balanced Random Forest and Weighted
Random Forest are comparable to each other, but
no clear guidance is suggested regarding when to
choose which method. Furthermore, their sampling
ratios and cost matrices usually depend on heuristics,
which increases their learning time and computational
burden.
According to Galar et al. [14], classifier ensembles
for imbalanced data can be categorized into three
forms: (i) bagging-, (ii) boosting-, and (iii) hybridbased approaches. In their study, the authors thoroughly compared the state of the art ensemble algorithms from these three categories using 44 imbalanced datasets, and concluded that these ensemble
techniques are actually effective than a single classifier in imbalanced learning problems. It is notable
that under-bagging techniques are shown to be very
powerful when dealing with class imbalance than
other sophisticated ensemble algorithms, in spite of
their simple implementation. As stated earlier, our
α-diversification technique can be easily combined
with other data preprocessing techniques, and thus
in this paper, we also provide an example of αdiversified under-bagging ensembles as well as normal α-diversified ensembles.

3

3

P RELIMINARIES

In this section, we start by illustrating three existing
splitting criteria in decision trees, then present the
definition of α-divergence. α-divergence generalizes
the Information Gain criterion of C4.5, and we show
that it can be related to other splitting criteria such
as Gini and DKM [35] splitting criteria, which will be
later highlighted in Section 4.4.
3.1

Splitting Criteria in Decision Trees

Decision tree algorithms generate tree-structured classification rules, which are written in a form of conjunctions and disjunctions of feature values (or attribute values). These classification rules are constructed through (i) selecting the best splitting feature
based on a certain criterion, (ii) partitioning input data
depending on the best splitting feature values, then
(iii) recursively repeating this process until certain
stopping criteria are met. The selected best splitting
feature affects not only the current partition of input
data, but also the subsequent best splitting features
as it changes the sample distribution of the resulting
partition. Thus, the best splitting feature selection is
arguably the most significant step in decision tree
building, and different names are given for decision
trees that use different splitting criteria, e.g. C4.5 and
ID3 for Shannon entropy based splitting criteria such
as Information Gain and Information Gain Ratio [36],
and CART for the Gini impurity measure.
Different splitting criteria use their own impurity
measures, which are used to calculate “achievable”
impurity reduction after a possible split. Consider a
nominal feature X and target class Y . For example, in
C4.5 and ID3, impurity of a data partition (or a node
in a tree) with a feature X = x is measured using
Shannon entropy:
X
H(Y |x) = −
p(y|x) log p(y|x),
y

where p(y|x) denotes a conditional distribution of
Y given X. If we choose to use the Gini impurity
measure:
X
Gini(Y |x) =
p(y|x)(1 − p(y|x)),
y

then we obtain the CART splitting attribute. If the
DKM impurity measure is used:
Yp
p(y|x),
DKM(Y |x) =
y

then the DKM tree can be obtained. After calculating
impurity scores for each possible splitting feature,
the feature with the maximum impurity reduction
is chosen as a splitting feature. In general, different
impurity measures result in different decision trees.
However, no single splitting criterion is guaranteed to
outperform over the others in decision tree building
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because of its greedy construction process [37, p. 161].
Furthermore, even for a single split, the best performing splitting criteria depends on problem characteristics.

The splitting criterion function of C4.5 can be written using α-divergence as:
I(X; Y ) = lim Dα (p(x, y)kp(x)p(y))
α→1

= KL(p(x, y)kp(x)p(y)).
3.2 α-Divergence
The Information Gain (or impurity reduction) criterion in C4.5 and ID3 decision trees can be interpreted
from a different angle: a weighted Kullback-Leibler
(KL) divergence criterion between joint and marginal
distributions. Information Gain (IG), in C4.5 and ID3,
is defined as:
X
IG = H(Y ) −
p(x)H(Y |x)
(1)
x

where p(x) is a marginal distribution of a feature X.
Equation (1) can be expressed using KL-divergence:
IG = H(Y ) − H(Y |X) = I(X; Y )
XX
p(x, y)
=
p(x, y) log
p(x)p(y)
x
y

Definition 3.1 (α-Divergence splitting formula). αDivergence splitting formula is Dα (p(x, y)kp(x)p(y)).
Note that α = 1 gives Information Gain in C4.5.
Using this splitting criterion, a splitting feature is
selected, which gives the maximum α-divergence
between p(x, y) and p(x)p(y). α-Divergence splitting
formulae with different α values may yield different
splitting features. This aspect will be further illustrated in Section 4.2.

4

α-T REE

In this section, we propose a novel decision tree
algorithm, using the proposed decision criterion, and
examine its properties.

= KL(p(x, y)kp(x)p(y))
where I(X; Y ) denotes a mutual information and
p(x, y) is a joint distribution between X and Y .
In fact, KL-divergence is a special case of the αfamily of divergences [38] defined by:
R
αp(x) + (1 − α)q(x) − p(x)α q(x)1−α dx
Dα (pkq) = x
α(1 − α)
(2)
where p, q are any two probability distributions and α
is a real number. If both p(x) and q(x)
R are well defined
probability
density
functions
i.e.
p(x)dx = 1 and
x
R
q(x)dx
=
1,
then
Equation
(2)
can
be abbreviated
x
as:
R
1 − x p(x)α q(x)1−α dx
Dα (pkq) =
.
(3)
α(1 − α)

4.1 α-Tree algorithm
The decision tree induction presented in algorithm 1
results in an α-Tree. Consider a dataset with features
{Xi0 }ji=1 and an imbalanced binary target class Y . To
keep the notation simple, we transform the features
{Xi0 }ji=1 into binary features {Xi }ni=1 , i.e. {Xi }ni=1 =
Binarize({Xi0 }ji=1 ). The inputs to the α-Tree algorithm
are the binarized features {Xi }ni=1 , the corresponding
class labels Y , and a pre-specified α. For different
values of α, the algorithm can result in different rule
sets. The effect of varying α will be discussed in
Section 4.2.
Algorithm 1 Grow a single α-Tree

Some special cases are:
Z
1
(q(x) − p(x))2
D−1 (pkq) =
dx
2 x
p(x)
lim Dα (pkq) = KL(qkp)
α→0
Z p
p
D 12 (pkq) = 2 ( p(x) − q(x))2 dx

(4)
(5)
(6)

x

lim Dα (pkq) = KL(pkq)
Z
1
(p(x) − q(x))2
D2 (pkq) =
dx
2 x
q(x)

α→1

Maintaining consistency with the C4.5 algorithm, we
propose a generalized α-divergence splitting formula.

(7)
(8)

Equation (6) is Hellinger distance, and Equation (5)
and (7) are KL-divergences. α-Divergence is always
positive and is zero if and only if p = q. This enables
α-divergence to be used as a (dis)similarity measure
between two distributions.

Input: training data (features X1 , X2 , ..., Xn and label Y ), α
Select the best feature X ∗ , which gives the maximum α-divergence criterion
if
(number of data points < cut off size) or
(best feature == None) then
Stop growing
else
partition the training data into two subsets, based
on the value of X ∗
left child ← Grow a single α-Tree (data with
(X ∗ = 1), α)
right child ← Grow a single α-Tree (data with
(X ∗ = 0), α)
end if
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4.2

5

Properties of α-Divergence

If both p(x, y) and p(x)p(y) are properly defined probability distributions, then the α divergence criterion
formula becomes:
Dα (p(x, y)kp(x)p(y)) = EX [Dα (p(y|x)kp(y))].

(9)

Consider two Bernoulli distributions, p(x) and q(x)
having the probability of success θp , θq respectively,
where 0 < θp , θq < 1/2. If we view Dα (p(x)kq(x)) as
f (θp ), then:
−1
(θα−1 θq1−α − (1 − θp )α−1 (1 − θq )1−α )
(1 − α) p
f (2) (θp ) = θpα−2 θq1−α + (1 − θp )α−2 (1 − θq )1−α

f (1) (θp ) =

f (3) (θp ) = (α − 2)(θpα−3 θq1−α − (1 − θp )α−3 (1 − θq )1−α )
where f n (·) denotes nth derivative of f (·). Note that
f (1) (θq ) = 0. Thus, the α-divergence from p(x) to q(x)
and its 3rd order Taylor expansion with respect to θp ,
which is close to θq , becomes:
1 − θp α θq 1−α − (1 − θp )α (1 − θq )1−α
(10)
α(1 − α)
≈ T1 (θq )(θp − θq )2 + T2 (θq )(α − 2)(θp − θq )3
(11)

Dα (pkq) =

1
1
where T1 (θq ) = 12 ( θ1q + 1−θ
), T2 (θq ) = 16 ( θq12 − (1−θ
2)
q
q)
and T1 (θq ), T2 (θq ) > 0. Then, given 0 < α < 2
and θp > θq , the 3rd order term in equation (11) is
negative. So by increasing α, the divergence from p
to q increases. On the other hand if θp < θq , the 3rd
order term in Equation (11) is positive and increasing
α decreases the divergence. Figure 1 illustrates this
observation and motivates Proposition 4.1 below. It
should be noted that T2 (θq ) approaches to zero as
θq → 1/2, which indicates this property becomes
more distinctive when the distribution is skewed than
when the distribution is balanced. Later we describe
Proposition 4.2 and its Corollary 4.3, which will be
used extensively in Section 4.3.

Proposition 4.1. Assume that we are given Bernoulli
distributions p(x), q(x) as above and α ∈ (0, 2). Given
θq < 1/2, ∃  > 0 s.t. Dα (pkq) is a monotonic “increasing” function of α where θp ∈ (θq , θq +), and ∃ 0 > 0 s.t.
Dα (pkq) is a monotonic “decreasing” function of α where
θp ∈ (θq − 0 , θq ).
Proof: This follows from equation (11).
Proposition 4.2. Dα (pkq) is convex w.r.t. θp .
Proof: Second derivative of equation (10) with
respect to θp is positive.
Corollary 4.3. Given binary distributions, p(x), q(x),
r(x), where 0 < θp < θq < θr < 1, Dα (qkp) < Dα (rkp)
and Dα (qkr) <α (pkr).
Proof: Since Dα (s(x)kt(x)) ≥ 0 and is equal if and
only if s(x) = t(x), using proposition 4.2, corollary 4.3
directly follows.

Fig. 1: Dα (p||q) with different α’s, where θq = 0.1.
x-axis represents θp , y-axis represents Dα (p||q). Note
that Dα (p||q) becomes more “distinctive” with respect
to α when θq  1/2.
4.3

Effect of varying α

Coming back to our original problem, let us assume
that we have a binary classification problem whose
positive class ratio is θc where 0 < θc  1/2
(imbalanced class). After a split, the training data is
divided into two subsets: one with higher (> θc ) and
the other with lower (< θc ) positive class ratio. Let
us call the subset with higher positive class ratio as
positive subset, and the other as negative subset. Without
loss of generality, suppose we have binary features
X1 , X2 , ..., Xn and p(y = 1|xi = 0) < p(y = 1) < p(y =
1|xi = 1) and p(xi ) ≈ p(xj ) for any i, j. From equation
(9) the α-divergence criterion becomes:
Dα (p(xi , y)kp(xi )p(y))
= p(xi = 1)Dα (p(y|xi = 1)kp(y))
+ p(xi = 0)Dα (p(y|xi = 0)kp(y))

(12)

where 1 ≤ i ≤ n. From Proposition 4.1, we observe
that increase in α increases Dα (p(y|xi = 1)kp(y)) and
decreases Dα (p(y|xi = 0)kp(y)) (lower-bounded by 0).
Dα (p(xi , y)kp(xi )p(y))
≈ p(xi = 1)Dα (p(y|xi = 1)kp(y)) + const.
From Corollary 4.3, increasing α shifts our focus to
high p(y = 1|xi = 1). In other words, increasing α results in the splitting feature having higher
p(y = 1|xi = 1), positive predictive value (PPV) or
precision. On the other hand reducing α results in
lower Dα (p(y|xi = 1)kp(y)) and higher Dα (p(y|xi =
0)kp(y)). As a result, reducing α gives higher p(y =
0|xi = 0), negative predictive value (NPV) for the splitting features. Note that the above analysis is based
on Taylor expansion of α-divergence that holds true
when p(y|xi ) ≈ p(y), which is the case when datasets
are imbalanced. Note that this property may not hold
if p(y|xi ) differs a lot from p(y).
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Different values of α can induce different splitting
variables xi ’s, which in turn result in different decision trees. In this paper, we call this property of
α-Tree as “α-diversification”. It is important to note
that degree of α-diversification differs from dataset to
dataset. As a trivial example, for a dataset with one
binary feature, varying α does not affect the choice
of splitting variable. Thus, we define “α-index” for a
dataset as follows:
Definition 4.4 (α-index). For a given dataset D, αindex α(D) is a number of distinct α-trees Tα that can
be obtained by varying the value of α.
In other words, α-index for a given dataset D
is a degree of diversity obtained from α-divergence
splitting criteria. In Section 7, we will see that this αindex is closely related to the AUROC performance
metric in an ensemble framework. This agrees with
theoretical results that show the importance of diversity in ensemble performance [39], [40]
α(D) can be obtained by grid search on α ∈ (0, 2).
However, in practice, this process can be computationally expensive. Thus, we propose an approximate
α-index, α̂(D) using 1-depth trees:
Definition 4.5 (approximate α-index). For a given
dataset D, an approximate α-index α̂(D) is a number of
distinct 1-depth α-trees Tα that can be obtained by varying
the value of α.
This approximation is under-estimation, α̂(D) ≤
α(D) w.p. 1, but can be computed very fast even with
grid search.
4.4

Connection to DKM and CART

The family of α-divergence naturally includes C4.5’s
splitting criterion, but the connection to DKM and
CART is not that obvious. To see the relation between
α-divergence and the splitting functions of DKM
and CART, we extend the definition of α-divergence,
Equation (9), as follows:
Definition 4.6. The extended α-divergence criterion formula is defined as EX [Dα (p(y|x)kq(y))] where q(y) is any
arbitrary probability distribution.
Definition 4.6 is defined by replacing p(y) with any
arbitrary distribution q(y), which serves as a reference
distribution. The connection to DKM and CART is
summarized in the following two propositions:
Proposition 4.7. Given a binary classification problem, if
α = 2 and q(y) = ( 12 , 12 ) then the extended α-divergence
splitting criterion gives the same splitting feature as the
Gini impurity criterion in CART.
Proof: Assume a binary classification problem,
y ∈ {0, 1} and binary feature x ∈ {0, 1}. Since the
distribution of y is fixed for choosing the best feature
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x, we can derive the following equation:
X
X
X
Gini =
p(y)(1 − p(y)) −
p(x)
p(y|x)(1 − p(y|x)).
y

x

y

1 X
p(y|x)(1 − p(y|x))] + const
= EX [ −
2
y
∝ EX [D2 (p(y|x)kq(y))]

(13)

( 21 , 12 ).

where q(y) =
Equation (13) follows from
Equation (8). Linear relation between the Gini splitting formula and the extended α-divergence formula
completes the proof.
Proposition 4.8. Given a binary classification problem, if
α = 21 and q(y) = p(ȳ|x) then the extended α-divergence
splitting criterion gives the same splitting feature as the
DKM criterion.
Proof: Assume a binary classification problem, y ∈
{0, 1} and binary feature x ∈ {0, 1}, then the splitting
criterion function of DKM is:
Y
Yp
Yp
p(y) −
p(x)
p(y|x)
DKM =
x

y

y

1 Yp
p(y|x)] + const
= EX [ −
2
y
∝ EX [D 21 (p(y|x)kq(y))]

(14)

where q(y) = p(ȳ|x). Equation (14) follows from Equation (6). Linear relation between the DKM formula
and α-divergence completes the proof.
CART implicitly assumes a balanced reference distribution while DKM adaptively changes its reference
distribution for each feature. This explains why CART
generally performs poorly on imbalanced datasets
and DKM provides a more skew-insensitive decision
tree.

5

E NSEMBLE

OF

α-T REES

In this section, we present a general framework for
combining bagging-based ensemble methods and αdiversification, named the Ensemble of α-Trees (EAT)
framework. Figure 2 shows its basic idea. When K = 1
and no bagging is used, this EAT framework simply
generates multiple α-trees for the given dataset. If
K > 1 and sampling with replacement is used, then αdiversification is built on top of a bagged C4.5 ensemble, leading to BEAT (Bagged EAT). Finally, if undersampling is applied to each bag in the ensemble,
we obtain α-diversified under-bagged C4.5 (UBEAT:
Under-Bagged EAT). This framework can be applied
to any bagging-based ensemble methods. Algorithm 2
illustrates its formal procedure. The inputs to the EAT
framework are training data and the number of data
bags (K). For each bag of data, a list of α’s that
result in distinct α-Trees is obtained by grid search on
α ∈ (0, 2). Note that if we fix α = 1 in algorithm 2, the
algorithm is the same as (under/over)-bagged C4.5
ensemble classifiers.
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where lift(Di ) is a function that calculates the lift of
partition Di .

D
Sample1
Tα

Tα 0

Sample2

...

Tα

...

SampleK

Ten
Fig. 2: Diagram of EAT framework. Sampling methods in the diagram can be random sampling, and
under/over-sampling.
Algorithm 2 EAT Framework
Input: training data (features X1 , X2 , ..., Xn and label Y ), K (Number of Trees)
for for i = 1 to K do
DS ← Sample(training data)
Grid search
a list of α’s that increase α̂(DS )
P
S
S
Ti ←
α Tα (D )/α̂(D )
end for
for for each test record x do
ŷ ← Average(T1 (x), T2 (x), T3 (x), ..., TK (x))
end for

6

L IFT- BOOSTING E NSEMBLE

OF

α-T REES

In this section, we present a second ensemble framework for imbalanced data by focusing on the lift
metric. The lift chart is another widely used graphical performance metric in class imbalance problems,
when measuring the performance of targeting models
in marketing and medical applications [41], [42]. We
start by modifying the standard stopping rule in decision trees to reflect our different evaluation metric,
lift. Integrating this stopping rule into α-Tree results
in a modified α-Tree algorithm. Then, the algorithm
for Lift-boosting Ensemble of α-Trees (LEAT) is presented.
6.1

Modified Stopping Rule

Lift and coverage are bijectively related in a lift
chart, so both goals are conceptually the same; however, these goals lead to different ways of building
decision trees. For example, the first objective does
not significantly change the traditional decision tree
building process. Decision trees can be built without
considering the lift constraint, since the goal is to find
a top subgroup with non-specific lift values. On the
other hand, in the second approach, the construction
process needs a fundamental change. In this regime,
the objective of decision trees becomes maximizing
the coverage of subgroups that satisfy the required
lift value.
In this paper, we design a decision tree algorithm
that maximizes the coverage with a fixed minimum
lift value by modifying the stopping rules. Typically,
decision trees stop further splits when (i) a number
of samples at a node are not enough or (ii) no feature
would result in further impurity reduction. However,
these stopping rules do not maximize the coverage
with a fixed lift. Suppose we have a decision tree
node that already achieves a higher lift value than a
pre-specified lift value. If a further split is performed,
one child node would have a lower lift value than its
parent; nevertheless, in the worst case, the lift value
of this child might be even lower than the required
lift value, resulting in decrease in coverage. Therefore,
to maximize the coverage, decision trees need to stop
their growth when their nodes meet a certain level of
lift.
A thorough statistical test should be incorporated to
conclude that a node has reached a desired lift value.
As a decision tree grows, its nodes would have less
examples, which increases the variance of associated
estimated parameters such as positive class ratio. This
issue becomes severe especially when we deal with
class imbalance problems, as the number of positive
examples in a node would be very small in most cases.
In this paper, we perform the hypothesis test (upper
tail test) using p-value:
H0 : θ̂ = L · θr vs. H1 : θ̂ < L · θr

When partitioning algorithms are used in targeting
models, the aim is either (i) to extract a fixed size
subgroup with the highest lift or (ii) to identify the
largest possible subgroups with lift greater than a
specified value. The largest possible subgroups can
be formally written as follows:

where L is a pre-specified desired lift value and θr is
the positive class ratio of the entire dataset. Then, the
test statistic (Z) is:

Definition 6.1 (Coverage). Suppose a partitioning algorithm f separates the total data points DT into P
partitions: {D1 , D2 , ...DP } where Di ∩ Dj = ∅, ∀i 6= j.
For a given lift value L, the coverage of the partitioning
algorithm f is:

where M is the total number of examples in a node,
θ̂ is the q
number of positive examples divided by M

Coverage(L) =

| ∪{i:lift(Di )>L} Di |
|DT |

(15)

Z=

θ̂ − L · θr
√
σ/ M

and σ is θ̂(1 − θ̂). Given a level of significance β and
assuming that the null hypothesis is true, we have the
rejection region of Z > zβ . So we have:
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Procedure 6.2. (Lift Stopping Rule) If θ̂ − zβ √σM >
L · θr , then a node reached a desired lift.
As a result, each node resulting from this stopping
rule would have a higher lift than L (a pre-specified
lift, threshold) with a level of significance β.
For a given lift value L, coverage value attainable by any partitioning algorithm is upper-bounded.
Theorem 6.3 states that there exists the maximum
achievable coverage for a given lift L.
Theorem 6.3 (Ideal Max Coverage). For a given lift L,
Coveragef (L) ≤ 1/L for any partitioning algorithm f .
Proof: Suppose there exists a partition that is
bigger than 1/L. Then the number of positive samples
in the partition is strictly bigger than the total number
of positive samples in the data, which contradicts our
assumption. On the other hand, if the partition exactly
achieves the lift L, then the size of the partition is
equal to 1/L.
In Section 7, we will compare the performance of
LEAT to this maximum achievable coverage.
6.2

LEAT algorithm

In this section, we illustrate a lift-aware α-Tree algorithm using the modified stopping rules and propose
a new kind of ensemble framework through these
modified α-Trees. Algorithm 3 describes the modified
α-Tree. The modified α-Tree outputs logical rule sets
that achieve at least lift L.
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properties from our analysis. First, we recall that
the modified α-tree outputs a set of rules, which
partition the input data into two: (i) a higher lift
group, which belongs to positive nodes in α-tree and
(ii) a lower lift group, which corresponds to negative
nodes. From the modified stopping rules, the lift of
the higher lift group is larger than the threshold with
a level of significance β. Also, note that different α
values would result in different rule sets that may
cover distinct subgroups. Therefore, if we combine
the positive rules from multiple α-Trees using logical disjunction (union), we obtain a larger coverage
of subgroups with lifts higher than the threshold
given a level of significance β. This rule ensemble
technique is firstly coined by Friedman et al. [12]
to increase interpretability in ensemble frameworks.
Their proposed algorithm “RuleFit” exhibits comparable performance with other ensemble techniques,
while maintaining the simple rule-based interpretability. In this paper, we adopt such technique to the
modified α-Trees, not only to keep interpretability,
but also to increase coverage of positive nodes. With
the modified stopping rule, this rule ensemble technique yields monotonically increasing coverage with
lift higher that a pre-specified threshold L. Utilizing
this lift-boosting mechanism, the LEAT (Lift-Boosting
Ensemble of Alpha Trees) algorithm for an ensemble
of K trees is illustrated in Algorithm 4.
Algorithm 4 Lift-Boosting Ensemble of α-Trees
(LEAT)
Input: Data (features {Xi }ni=1 and class Y ), L
(threshold), K (Number of Trees)
Output: LEAT rule set
for for i = 1 to k do
Grid search a list of α’s that increase α̂(D)
Build a modified α-Tree using algorithm 3
end for
Set LEAT Rule Set ← ∅.
for for each rule set in α̂(D) different α-tree rule
sets do
LEAT Rule Set
←
(LEAT Rule Set
∪
Extract Positive Rules(ith α-tree rule set))
end for
return LEAT Rule Set

Algorithm 3 Grow a modified α-Tree
Input: training data (features X1 , X2 , ..., Xn and label Y ), α, L
Output: α-Tree rule set
Select the best feature X ∗ , which gives the maximum α-divergence criterion
if
(number of data points < cut off size) or
(best feature == None) or (lift L is achieved) then
Stop growing.
if lift L is achieved then
The node is positive.
else
The node is negative.
end if
else
partition the training data into two subsets, based
on the value of X ∗
left child ← Grow a single α-Tree (data with
(X ∗ = 1), α)
right child ← Grow a single α-Tree (data with
(X ∗ = 0), α)
end if
The objective of LEAT is to identify the maximumsized subgroups that have higher lift values than
a threshold L. To achieve this goal, we utilize two

7

E XPERIMENTAL R ESULTS

In this section, we provide experimental results for
EAT and LEAT frameworks.1
7.1 Dataset Description
The twenty datasets used in this paper are from
the KEEL Imbalanced Datasets2 , the Behavioral Risk
1. Code for the different alpha-tree ensembles as well as
for generating the plots in this paper is now available at:
https://github.com/yubineal/alphaTree .
2. http://sci2s.ugr.es/keel/datasets.php
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TABLE 1: Datasets used
Dataset
glass4
glass5
abalone19
abalone9-18
shuttle-c0-vs-c4
yeast4
yeast5
yeast6
yeast-2 vs 8
yeast-2 vs 4
page-1-3 vs 4
ecoli4
vowel0
paw02a
03subcl5
04clover
sick
allhypo
BRFSS
MIMIC

Examples
214
214
4174
731
1829
1484
1484
1484
482
514
472
336
988
800
800
800
3772
3772
≈ 400K
≈ 300K

Features
9
9
8
8
9
8
8
8
8
8
10
7
13
2
2
2
30
30
22
28

Positive Class %
6.07%
4.21%
0.77%
5.74%
6.72%
3.43%
2.97%
2.36%
4.15%
9.92%
5.93%
5.95%
9.66%
12.5%
12.5%
12.5%
7.924%
8.106%
11.82%
22.1%

Factor Surveillance System (BRFSS)3 , and the Multiparameter Intelligent Monitoring in Intensive Care
(MIMIC) database4 . Many of the KEEL datasets are
derived from UCI Machine Learning Repository5 by
either choosing imbalanced datasets , or collapsing/removing some classes to make them to imbalanced binary datasets. paw02a, 03subcl5, and
04clover are artificial datasets, which are not from
the UCI repository. They are designed to simulate
noisy, borderline, and imbalanced examples in [43].
Aside from the stated modifications, each dataset from
the KEEL Repository is used “as is”.
The BRFSS dataset is the world’s largest telephone
health survey, which began in 1984, tracking health
conditions and risk behaviors in the United States.
The data are collected monthly in all 50+ states in the
United States. The dataset contains information on a
variety of diseases like diabetes, hypertension, cancer,
asthma, HIV, etc, and in this paper we take the BRFSS
2009 dataset and focus on diabetes rather than other
diseases. The 2009 dataset contains more than 400,000
records and 405 variables, and the diabetic (positive
class) ratio is about 12%. Empty and less informative
columns are dropped and we finally chose 22 variables to perform our experiments. The selected variable includes Age, Body Mass Index (BMI), Education
level, and Income level.
The MIMIC dataset is a rich multi-parameter data
gathered from more than 30,000 ICU patients. The
dataset contains various demographic information as
well as static and dynamic medical measurements. In
this paper, we predict “septic shock” in the next 48
hours of ICU patients using selected 28 predictors,
including gender, age, body temperature, and past
ICU experience. Septic shock is a medical condition
3. http://www.cdc.gov/brfss/
4. http://mimic.physionet.org/abstract.html
5. http://archive.ics.uci.edu/ml/

Fig. 4: Pair-wise correlation between α-Trees over 5×2
cross-validations for 20 datasets. Each dot represents a
value obtained from one run, and boxes correspond to
lower and upper quartiles. The lines inside the boxes
are the sample medians.

Fig. 5: AUROC Gain vs. α-index. α-Index is positively
correlated with AUROC Gains. Each point represent
AUROC Gain of one experiment from 5 × 2 crossvalidations for 20 datasets.
resulted from severe infection or sepsis, which can
lead to death in the worst case. Table 1 summarizes
the datasets in this paper.
In Section 7.2, experimental results on EAT are
presented. Ensemble classifiers in the experiment, including a family of EAT, are trained on 10 randomly
sampled training bags (with replacement), unless otherwise specified. Each base classifier in the ensembles
is a binary-split decision tree, and every base tree is
grown until i) it reaches tree-depth 3 or ii) a number
of instances in a node is less than 30. In Section 7.3,
we illustrate experimental results on LEAT. α-Trees
are grown until it satisfies the modified stopping rule,
and the same rule applies to C4.5 in the comparison.
7.2

Experimental Results on EAT

Among many imbalanced classification approaches,
we pick two approaches as our baseline, Bagged
C4.5 and Under-Bagged C4.5 [44]. In [14], Bagged
C4.5 recorded the best performance among classic
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Fig. 3: AUROC values from twenty datasets. α-diversified classifiers (EAT, BEAT, and UBEAT) usually record
higher AUROC values than the corresponding baseline methods. Each dot represents a value obtained from
one run, and boxes correspond to lower and upper quartiles. The lines inside the boxes are the sample medians.
TABLE 2: Wilcoxon and t-Tests (3 bags)
Null

Alternative

Test

p-value

Selected

Equal
Equal
Equal
Equal
Equal
Equal
Equal
Equal

UBEAT > UC4.5
UBEAT > UC4.5
BEAT > BC4.5
BEAT > BC4.5
EAT > C4.5
EAT > C4.5
EAT > UC4.5
EAT > UC4.5

t-Test
Wilcoxon
t-Test
Wilcoxon
t-Test
Wilcoxon
t-Test
Wilcoxon

2.5 × 10−9
2.5 × 10−9
8.5 × 10−7
2.4 × 10−10
4.218 × 10−15
8 × 10−16
3.701 × 10−7
0.0017

Alternative
Alternative
Alternative
Alternative
Alternative
Alternative
Alternative
Alternative

ensembles including AdaBoost, AdaBoost.M1, and
AdaBoost.M2, and Under-Bagged C4.5 was one of the

TABLE 3: Wilcoxon and t-Tests (10 bags)
Null
Equal
Equal
Equal
Equal
Equal
Equal
Equal
Equal

Alternative
UBEAT > UC4.5
UBEAT > UC4.5
BEAT > BC4.5
BEAT > BC4.5
EAT > C4.5
EAT > C4.5
EAT > UC4.5
EAT > UC4.5

Test
t-Test
Wilcoxon
t-Test
Wilcoxon
t-Test
Wilcoxon
t-Test
Wilcoxon

p-value
0.0022
0.016
0.0024
0.0096
0.0073
0.014
2.101 × 10−5
0.1281

Selected
Alternative
Alternative
Alternative
Alternative
Alternative
Alternative
Alternative
Alternative

best performing techniques for imbalanced classification among all 40+ algorithms used in the comparison.

JOURNAL OF LATEX CLASS FILES, VOL. 6, NO. 1, JANUARY 2007

TABLE 4: Effect of α-index
(Intercept)
α-index

Estimate

Std. Error

t-value

Pr(> |t|)

1.00
0.012

0.002
0.0008

462.81
15.29

< 2 × 10−16
< 2 × 10−16

We first show three types of α-diversified classifiers
using EAT framework: EAT (α-diversified single tree),
BEAT (α-diversified bagged trees), and UBEAT (αdiversified under-bagged trees) when K = 3. Note
that the EAT framework can be plugged into any
bagging-based ensemble algorithms such as overbagging. Along with the two baseline algorithms and
a single C4.5, these six algorithms are applied to the
datasets, and AUROC’s from 5 × 2 cross-validations
are recorded. Figure 3 shows the results from this
experiment. The results show that α-diversified ensembles result in better AUROC performance than the
corresponding baseline approaches.
Statistical pairwise comparisons also reveal that
our α-diversified classifiers perform better than the
original classifiers. Table 2 and 3 show the results from
Wilcoxon paired signed rank test [45] and paired t-test
when K = 3 and K = 10, respectively. Both statistical
tests examine whether there exist significant differences between a pair of algorithms. p-Values from
the results provide evidence that α-diversification actually helps imbalanced classification problems. We
observe that for larger sized ensembles (K = 10),
the differences between the α-diversified and the
original become less compared to when K = 3. We
contemplate that this is because AUROC is upperbounded by one, thus when every classifier performs
well recording close to one AUROC values, it is hard
to tell which one is better.
In the analysis of Random Forests, Hastie et al. [46]
provided a formula for the variance of the ensemble
average:
1−ρ 2
σ
(16)
K
where ρ represents positive pairwise correlation between base classifiers, and K indicates the number of
classifiers in an ensemble framework. As K increases,
the effect of the second term decreases, but the first
term remains. Therefore, reducing the pair-wise correlation between base classifiers becomes crucial in
increasing the overall performance. The idea of α-Tree
is that it can yield diversified decision trees by varying
the parameter α, whereas Random Forests approach
the problem by selecting random subset features.
Figure 4 shows the pair-wise correlation observed in
BEAT and BC4.5 (Bagged C4.5), respectively. The results clearly indicate that α-diversification yields less
correlated decision trees; thus, the effect of the first
term in Equation (16) eventually decreases, resulting
in better performance.
α-Index from Definition 4.4 measures a degree of
diversity from α-diversification. Figure 5 shows the
ρσ 2 +
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relationship between α-index and AUROC Gain, defined as follows:
α-diversified AUROC
(17)
AUROC Gain =
original AUROC
Table 4 shows the parameters for the regressed line
in Figure 5. The result says that for a given dataset,
adding another α-Tree increases the original AUROC
by 1.2% on average.
7.3

Experimental Results on LEAT

LEATs with K = 5 are applied to the same datasets
with varying confidence levels zβ ’s, and the resultant coverage values are recorded for different lift
thresholds L. Lift charts are constructed from these lift
and coverage pairs for each LEAT and C4.5 with the
modified stopping rule. Figure 6 shows the results. We
can observe that LEAT covers wider areas for a given
lift value than the modified C4.5. For example, for
abalone19, ecoli4, and yeast5, LEAT approaches
very close to the optimal performance. However, for
allhypo and shuttle-c0-vs-c4, both LEAT and
the modified C4.5 could not adjust their coverages
according to the given lift values. Overshooting performance observed in sick is due to the lower confidence level (90%). 95% confidence level partitions
from the same dataset does not overshoot over the
ideal coverage.
Distinct α-Trees highlight different properties of the
data, and eventually help cover a wider range of
examples. Figure 7 shows the relationship between
the number of trees and the coverage. As can be seen,
the coverage increases as the number of distinct αtrees increases. As the modified α-tree is now parameterized by lif t threshold, we obtain different αindices for different lift thresholds. For example, for
“sick dataset, α(D) = 5 for lif t = 2, while α(D) = 7
for lif t = 4.5. Note that distinct α-Trees may have
significant overlaps in their covered examples.

8

D ISCUSSION

In this paper, we presented two kinds of ensembles
for imbalanced data. We briefly summarize the main
contributions of this paper here:
1) We introduce a new decision tree algorithm
named α-Tree using α-divergence. A generalized
tree induction formula is proposed, which includes Gini, DKM, and C4.5 splitting criteria as
special cases.
2) We propose an ensemble framework of αTrees called EAT that consistently results in
higher AUROC values over various imbalanced
datasets.
3) We modify traditional stopping rules in decision
tree algorithms to directly reflect an evaluation
metric based on lift. This leads to an ensemble
called LEAT that can increase coverage with
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Fig. 6: Transposed Lift charts from twenty datasets. LEAT is much closer to the ideal lift curve than a normal
C4.5. x-axis represents lift threshold, and y-axis is the corresponding coverage for the lift threshold. As LEAT
takes lift threshold as an input, we transposed the traditional lift chart, which has coverage in x-axis and lift
in y-axis.

high lift values. We re-emphasize that lift is a
prevalent evaluation metric in commercial and
medical applications involving class imbalance
problems.
The proposed α-Trees with various α are much
more uncorrelated than bagged C4.5’s. The αdiversification contributes in reducing the variance of
EAT ensemble classifiers, which is one of the main
difficulties in class imbalance problems. The LEAT
approach, in contrast, incorporates both the novel
decision criterion parameterized by α and the dis-

junctive ensemble technique. For different α values,
the α-divergence criterion results in different splitting
features, eventually leading to distinct decision trees.
The modified stopping rules in α-tree guarantee that
every positive node in α-tree would have higher lift
values than a threshold with a level of significance β.
Rules from multiple α-tree outputs are then disjunctively combined to increase coverage. LEAT outputs
rule sets that increase the rule coverage for a fixed
lift value and boost lift values for a fixed coverage.
Our experimental results show that LEAT results in
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Fig. 7: Number of Distinct α-Trees vs. Coverage increases as the number of distinct trees increases. Note that
α-indices are different for each lift threshold. For example, for “sick” dataset, α(D) = 5 for lif t = 2, while
α(D) = 7 for lif t = 4.5.

improved lift charts in many applications, and its
average performance increases as the number of trees
in LEAT increases.
The LEAT framework is especially effective in addressing imbalance class datasets in two ways: (i)
increasing lift values for the minority class, and (ii)
providing a simple rule set for classifying the minority
class examples. The LEAT algorithm directly incorporates a lift-based performance criterion in building
the base α-Trees, which results in a more exhaustive
coverage for a fixed lift value. Subgroups based on
various lift values would provide effective targeting
models especially in marketing applications where
class imbalance datasets are prevalent. The simple
interpretability of a decision tree is also maintained
in the LEAT framework, which help in building expert systems. The disjunctive combination of rules
increases the number of rules as well as their coverage. If a new record is caught by one of the LEAT
output rules, then the disjunctive combination allows
us to conclude that the record would have a higher
lift value than the threshold. As LEAT provides rulebased descriptions, the output of LEAT is readily
communicable with human experts. In domains that
need supervision of human experts such as medical
and healthcare-related fields, this property is very
attractive.
Both EAT and LEAT can be extended using the
extended α-divergence criterion. Moreover, the base
classifiers of BEAT can be much more uncorrelated
by adopting random feature selection as in Random
Forests. Furthermore, in the LEAT framework, overlaps between different α-Tree rules should be studied
to reduce the number of trees needed. Also, overlapping rules can be reduced by examining logical
relationships, which simplifies the LEAT output even
more. We leave these tasks as future work.

ACKNOWLEDGMENTS
This research was supported by NHARP and NSF IIS1016614.

R EFERENCES
[1]
[2]

[3]
[4]

[5]
[6]

[7]
[8]

[9]

[10]
[11]
[12]
[13]

H. He and E. A. Garcia, “Learning from imbalanced data,” in
IEEE Transactions on Knowledge and Data Engineering, vol. 21,
2009.
J. Laurikkala, “Improving identification of difficult small
classes by blancing class distribution,” in Proceedings of the
8th Conference of AI in Medicine in Europe: Artificial Intelligence
Medicine, 2001, pp. 63–66.
G. Weiss and F. Provost, “The effect of class distribution on
classifier learning: An empirical study,” Dept. of Computer
Science, Rutgers University, Tech. Rep., 2001.
K. McCarthy, B. Zarbar, and G. Weiss, “Does cost-sensitive
learning beat sampling for classifying rare classes?” in Proceedings of International Workshop Utility-Based Data Mining, 2005,
pp. 69–77.
R. Akbani, S. Kwek, and N. Japkowicz, “Applying support
vector machines to imbalanced datasets,” in Proceedings of the
15th European Conference on Machine Learning, 2004.
S. Ertekin, J. Huang, and C. L. Giles, “Learning on the border:
Active learning in imbalanced data classification,” in Proceedings of the 30th annual international ACM SIGIR conference, 2007,
pp. 823–824.
N. Japkowicz and S. Stephen, “The class imbalance problem:
A systematic study,” in Intelligent Data Analysis, vol. 6, no. 5,
2002, pp. 429–449.
G. Weiss and F. Provost, “Learning when training data are
costly: The effect of class distribution on tree induction,” in
Journal of Artificial Intelligence Research, vol. 19, 2003, pp. 315–
254.
G. E. Batista, R. C. Prati, and M. C. Monard, “A study of the
behavior of several methods for balancing machine learning
training data,” in ACM SIGKDD Explorations Newsletter, vol. 6,
no. 1, 2004, pp. 20–29.
Y. Sun, A. K. C. Wong, and M. S. Kamel, “Classification of
imbalanced data: A review,” International Journal of Pattern
Recognition, vol. 23, no. 4, pp. 687–719, 2009.
N. V. Chawla, N. Japkowicz, and A. Kotcz, “Editorial: special
issue on learning from imbalanced data sets,” SIGKDD Explor.
Newsl., vol. 6, pp. 1–6, 2004.
J. H. Friedman and B. E. Popescu, “Predictive learning via rule
ensembles,” The Annals of Applied Statistics, vol. 2, no. 3, pp.
916–954, 2008.
D. S. Associates, The New Direct Marketing, 3rd ed. McGrawHill, 1999.

JOURNAL OF LATEX CLASS FILES, VOL. 6, NO. 1, JANUARY 2007

[14] M. Galar, A. Fernandez, E. Barrenechea, H. Bustince, and
F. Herrera, “A review on ensembles for the class imbalance
problem: Bagging-, boosting-, and hybrid-based approaches,”
IEEE Transactions on Systems, Man, and Cybernetics - Part C:
Applications and Reviews, 2011.
[15] D. D. Lewis and J. Catlett, “Heterogeneous uncertainty sampling for supervised learning,” in Proceedings of the Eleventh
International Conference on Machine Learning, 1994, pp. 148–156.
[16] M. Kubat and S. Matwin, “Addressing the curse of imbalanced
training sets: One-sided selection,” in Proceedings of the Fourteenth International Conference on Machine Learning, 1997, pp.
179–186.
[17] N. Japkowicz, “The class imbalance problem: Significance and
strategies,” in Proceedings of the 2000 International Conference on
Artificial Intelligence, 2000, pp. 111–117.
[18] N. V. Chawla and K. W. Bowyer, “Smote: Synthetic minority
over-sampling technique,” in Journal of Artificial Intelligence
Research, vol. 16, 2002, pp. 321–357.
[19] J. Zhang and I. Mani, “kNN Approach to Unbalanced Data
Distributions: A Case Study involving Information Extraction,” in ICML ’03 Workshop on Learning from Imbalanced Dataset
II, 2003.
[20] C. Drummond and R. C. Holte, “C4.5, class imabalance, and
cost sensitivity: Why under-sampling beats over-sampling,” in
Workshop on Learning from Imbalanced Datasets II, ICML, 2003.
[21] J. Quinonero-Candela, M. Sugiyama, A. Schwaighofer, and
N. D. Lawrence, Eds., Dataset Shift in Machine Learning. The
MIT Press, 2009.
[22] L. Breiman, “Technical note: Some properties of splitting criteria,” in Machine Learning, vol. 24, 1996, pp. 41–47.
[23] T. Dietterich, M. Kearns, and Y. Mansour, “Applying the
weak learning framework to understand and improve c4.5,” in
Proceedings of the Thirteenth International Conference on Machine
Learning, 1996, pp. 96–104.
[24] M. Kearns and Y. Mansour, “On the boosting ability of topdown decision tree learning algorithms,” in Proceedings of
STOC, 1996, pp. 459–468.
[25] C. Drummond and R. C. Holte, “Exploiting the cost
(in)sensitivity of decision tree splitting criteria,” in Proceedings
of ICML, 2000, pp. 239–246.
[26] P. A. Flach, “The geometry of ROC space: Understanding
mahine learning metrics through roc isometrics,” in Proceedings of ICML, 2003, pp. 194–201.
[27] D. Karakos, J. Eisner, S. Khudanpur, and C. E. Priebe, “Crossinstance tuning of unsupervised document clustering algorithms,” in Proceedings of NAACL HLT, 2007, pp. 252–259.
[28] M. J. Pazzani, C. J. Merz, P. M. Murphy, K. Ali, T. Hume, and
C. Brunk, “Reducing misclassification costs,” in Proceedings of
ICML, 1994, pp. 217–225.
[29] P. Domingos, “Metacost: A general method for making classifiers cost-sensitive,” in Proceedings of the Fifth International
Conference on Knowledge Discovery and Data Mining, 1999, pp.
155–164.
[30] L. Breiman, J. Friedman, R. A. Olshen, and C. J. Stone, Classification and Regression Trees. Chapman & Hall/CRC Press,
1984.
[31] M. A. Maloof, “Learning When Data Sets Are Imbalanced and
When Costs Are Unequal and Unknown,” in Proceedings of
ICML ’03 Workshop on Learning from Imbalanced Dataset II, 2003.
[32] N. V. Chawla, “Many are better than one: Improving probabilistic estimates from decision trees,” in Machine Learning
Challenges, 2006, pp. 41–55.
[33] R. E. Banfield, L. O. Hall, K. W. Bowyer, and W. P. Kegelmeyer,
“A comparison of decision tree ensemble creation techniques,”
in IEEE Transactions on Pattern Analysis and Machine Intelligence,
2006.
[34] C. Chen, A. Liaw, and L. Breiman, “Using random forest to
learn imbalanced data,” Dept. of Statistics, U.C. Berkeley, Tech.
Rep., 2004.
[35] L. Rokach and O. Z. Maimon, Data Mining with Decision Trees:
Theory and Applications. World Scientific Publishing, 2008.
[36] J. R. Quinlan, C4.5: programs for machine learning. Morgan
Kaufmann Publishers, 1993.
[37] R. O. Duda, P. E. Hart, and D. G. Stork, Pattern Classification.
Wiley, 2001.
[38] H. Zhu and R. Rohwer, “Information geometric measurements
of generalization,” Aston University, Tech. Rep. 4350, 1995.

14

[39] K. Tumer and J. Ghosh, “Analysis of decision boundaries
in linearly combined neural classifiers,” Pattern Recognition,
vol. 29, no. 2, pp. 341–348, 1996.
[40] L. I. Kuncheva, Combining Pattern Classifiers: Methods and Algorithms. Wiley, 2004.
[41] J. Burez and D. V. den Poel, “Handling class imbalance in
customer churn prediction,” Expert Systems with Applications,
vol. 36, no. 3, pp. 4626–4636, 2008.
[42] C. Ling, C. X. Ling, and C. Li, “Data mining for direct
marketing: Problems and solutions,” in Proceedings of SIGKDD,
1998, pp. 73–79.
[43] K. Napierala, J. Stefanowski, and S. Wilk, “Learning from imbalanced data in presence of noisy and borderline examples,”
in 7th International Conference on Rough Sets and Current Trends
in Computing, 2010, pp. 158–167.
[44] R. Barandela, J. S. Sanchez, and R. M. Valdovinos, “New
applications of ensembles of classifiers,” Pattern Analysis and
Applications, vol. 6, no. 3, pp. 245–256, 2003.
[45] F. Wilcoxon, “Individual comparisons by ranking methods,”
Biometrics Bull., vol. 1, no. 6, pp. 80–83, 1945.
[46] T. Hastie, R. Tibshirani, and J. Friedman, The Elements of Statistical Learning: Data Mining, Inference, and Prediction, 2nd ed.
Springer, 2009.

Yubin Park Yubin Park is currently a Ph.D.
student in the Electrical and Computer Engineering Department at the University of
Texas at Austin. He is a member of Intelligent
Data Exploration and Analysis Lab (IDEAL),
and before joining the lab, he is educated at
KAIST (B.Sc, 2008). His research interests
are data mining and machine learning applications in healthcare systems and business
analytics.

Joydeep Ghosh Joydeep Ghosh is currently
the Schlumberger Centennial Chair Professor of Electrical and Computer Engineering
at the University of Texas, Austin. He joined
the UT-Austin faculty in 1988 after being educated at IIT Kanpur (B. Tech ’83) and The
University of Southern California (Ph.D88).
He is the founder-director of IDEAL (Intelligent Data Exploration and Analysis Lab)
and a Fellow of the IEEE. His research interests lie primarily in data mining and web
mining, predictive modeling / predictive analytics, machine learning
approaches such as adaptive multi-learner systems, and their applications to a wide variety of complex engineering and AI problems.
Dr. Ghosh has published more than 300 refereed papers and 50
book chapters, and co-edited over 20 books. His research has been
supported by the NSF, Yahoo!, Google, ONR, ARO, AFOSR, Intel,
IBM, and several others. He has received 14 Best Paper Awards over
the years, including the 2005 Best Research Paper Award across
UT and the 1992 Darlington Award given by the IEEE Circuits and
Systems Society for the overall Best Paper in the areas of CAS/CAD.
Dr. Ghosh has been a plenary/keynote speaker on several occasions
such as KDIR’10, ISIT’08, ANNIE06 and MCS 2002, and has widely
lectured on intelligent analysis of large-scale data. He served as the
Conference Co-Chair or Program Co-Chair for several top data mining oriented conferences, including SDM’12, KDD 2011, CIDM07,
ICPR’08 (Pattern Recognition Track) and SDM’06. He was the Conf.
Co-Chair for Artificial Neural Networks in Engineering (ANNIE)’93
to ’96 and ’99 to ’03 and the founding chair of the Data Mining
Tech. Committee of the IEEE Computational Intelligence Society. He
has also co-organized workshops on high dimensional clustering,
Web Analytics, Web Mining and Parallel/ Distributed Knowledge
Discovery, in the recent past.

